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1 I nt roduct ion

Researchers in diverse applicat ion domains have long advocated the use of ßexible tasks as a way to make

applicat ion systems adaptable to dynamic changes in user requirements and resource availability [1]. By task,

we mean an applicat ion, or a component of the applicat ion system, that executes so it can deliver a service

(or result ) to some other system component(s) or the end-user. (Hereafter, we will use the terms service

and result interchangeably.) Mult iple hypothesis t racking, data compression/ decompression, mult imedia

t ransmission and data retrieval are examples of tasks. A ßexible task can trade the amounts of t ime and

resources it requires to produce its result for the quality of the result it produces. In part icular, a ßexible task

can produce a result of a degraded quality when it is necessary to conserve t ime and resources. For example,

during an overload, a ßexible t racking task can spend less t ime in correlat ing track records produced in the

current scan with the established tracks from past scans, at the risk of producing more false and incorrect

t racks. Tasks in numerical and stat ist ical computat ions, real-t ime planning, diagnost ic and decision support

are usually designed to produce results of di! erent quality when provided with di! erent amounts of t ime,

memory and informat ion.

Over the last decade, research on Òßexible computat ionÓin areas as diverse as signal processing, mult i-

media communicat ion and display, visualizat ion, query processing, and art iÞcial intelligence has shown the

approach to be e! ect ive and hasproduced the algorithmsand methods needed to make the approach feasible.

Systems employing the ßexible computat ion approach gain the ability to t rade the qualit ies of the services

they produce for their t ime and resource consumpt ions.

The EPIQ quality of service (QoS) management framework intends to provide the interfaces, mechanisms

1
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and protocols needed to support QoS versus t ime/ resource tradeo! s of ßexible tasks in large and complex

C3I (command, control, communicat ion, and informat ion) systems. Here, the term quali ty of service man-

agement collect ively refers to the act ivit ies in QoS requirement speciÞcat ion and negot iat ion during service

establishment , monitoring and control of service quality to provide high assurance, and adaptat ion and rene-

got iat ion in response to changes in QoS requirements and resource availability. The design issues taken into

account in this work include how to support applicat ion-speciÞc QoS management policies within a general,

applicat ion-domain independent framework, how to maintain the overall service quality of an applicat ion

system while allowing variat ions in the qualit ies of services produced by its ßexible components, and how to

provide the users with control in QoS tradeo! s.

A ppl icat ion-D omain I ndependent I nfr ast r uct ur e A design object ive of the EPIQ framework is that

it can provide integrated and coherent QoS management to dependent tasks in diverse applicat ion domains.

The framework must be able to accommodate di! erent dimensions and measures of quality, a! ect QoS

tradeo! s across applicat ions, and monitor and maintain the overall quality of the service produced by them

as a whole. For this reason, the framework must be applicat ion-independent . On the other hand, the tradeo!

between service quality and resource usage of each individual applicat ion task must consider the semant ics of

quality and cost / beneÞt of the tradeo! that are speciÞc to the applicat ion. Oftent imes, the best mechanism

to support the tradeo! is one that is tailored for the applicat ion. To reconcile these conßict ing object ives,

the EPIQ QoS framework will provide an applicat ion-independent QoS management infrast ructure and

mechanisms capable of support ing applicat ion-speciÞc policies. It will exploit the use of generic mechanisms

and protocols that can be tailored to di! erent applicat ions.

End-t o-End QoS M anagement Two factors make it necessary for QoS management to be done on the

end-to-end basis. First , tasks in an applicat ion system are dependent ; the results produced as outputs of

some tasks are inputs to some other tasks. Second, the quality of the result produced by a task depends not

only on the amounts of t ime and resources the task uses to produce its result but also on the quality of its

inputs. Usually, for the same amounts of t ime and resources, the poorer the input , the poorer the output .

A ßexible task somet imes can compensate for the poorer input quality by execut ing for a longer period of

t ime and using more resources. (For example, by carrying out a preprocessing step to enhance the received

image, an image recognit ion task may be able to compensate for a lower quality image it receives as input

and maintain an acceptable error rate at the expense of the processor t ime spent on image enhancement .)

The EPIQ QoS management framework will enable the applicat ion system to guarantee its user a certain

overall quality of service. This guarantee imposes quality of service requirements on the individual tasks that
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make up the applicat ion. A reduct ion in the quality of the result of one task caused by a shortage of some

resource required by the task can often be compensated for by an increase in t ime/ resource consumpt ion

of some other tasks. By enabling tradeo! s between service quality and resource usage among tasks, the

EPIQ framework will make it is possible to overcome the shortage of one type of resource with other types

of resources.

U ser Cont r ol in QoS Tr adeo! Typically, the quality of the service produced by an applicat ion system

(or of a task in it ) is measured along more than one dimension and according to di! erent criteria. It is

not possible to opt imize the quality along all dimensions and according to all the criteria. For example, the

quality of service of an air surveillence system may be measured in terms of false alarm rate and detect ion

rate. A low false alarm rate and a high detect ion rate are desirable, but a high detect ion rate can be achieved

only with an accompanying increase in false alarm rate and vice versa. Similarly, the quality of service of a

mult imedia communicat ion task may be measured in terms of the frame rate, resolut ion, and delay of each

video stream delivered by the system. These measures of quality cannot be opt imized at the same t ime.

(The delay is reduced when the throughput , i.e., the frame rate and/ or resolut ion, is reduced.) The EPIQ

mult i-dimensional QoS framework will provide the user with choices in the QoS tradeo! s and control over

the negot iat ion and adaptat ion processes.

This report describes the EPIQ model of ßexible applicat ions; this model characterizes individual tasks

and the applicat ion system composed of them. SpeciÞcally, the report discusses the characterizat ion of

the quality of the result produced by each task, the quality of the overall result produced by dependent

tasks, and the dependencies of these qualit ies on the t ime and resources provided to the tasks. It is not the

intent ion here to propose speciÞc approaches to the speciÞcat ion of service qualit ies and QoS requirements.

Rather, the report focuses on the required capabilit iesof any QoS speciÞcat ion scheme suitable for the EPIQ

framework.

Following this int roduct ion, Sect ion 2 describes a generic characterizat ion and a classiÞcat ion of tasks for

the purpose of expressing and reasoning about their result qualit ies. Sect ion 3 discusses the dependencies

among tasks, in part icular, the characterizat ion of result qualit ies from the points of view of consumer and

producer tasks. Sect ion 4 discusses the characterizat ion of t radeo! policies. Sect ion 5 is a summary. To

demonstrate its e! ect iveness, the EPIQ QoS management framework will be applied to several complex

applicat ion systems. The applicat ions described in the Appendix, a dist ributed visual t racking system and

an air survellance system, are candidates. The appendix uses them to illust rate and highlight the issues

discussed in the report .
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2 Charact er izat ion of Flexible Tasks

Again, each task is an applicat ion or a component of an applicat ion. The granularit ies of tasks are not

important here. It su" ces to say that a task is an ent ity that produces a result used by some other tasks or

the end-user. This sect ion focuses on the characterizat ion of individual tasks.

Each task Tk has as its input !ık , data provided by some sensor, task, or end-user. As a result of its

execut ion, Tk produces as its output a result !ok . We call !ık and !ok simply the input and output of Tk ,

respect ively. That they are denoted by vectors emphasizes the fact that , in general, task input and output

are mult i-dimensional. When there is no need to dist inguish between them, we refer to both inputs and

outputs simply as results.

For example, the input of a mult imedia t ransmission task consists of video and audio streams from a

camera or a video Þle server, and the output consists of the video and audio streams delivered to a remote

display. The input and output of an informat ion retrieval task consist of queries and retrieved informat ion,

respect ively. Similarly, the input to an air collision detect ion task consists of t racks of aircraft in the coverage

area, their ident iÞcat ions and performance characterist ics, and the output consists of collision alarms and

commands for evasive act ion.

2.1 QoS Charact er izat ion

The EPIQ framework assumes that it is possible to quant ify the qualit ies of input and output of every

task. For the above examples, the qualit ies of the input and output of the mult imedia t ransmission task

can be stated in terms of quant it ive measures such as frame rate, image resolut ion, Þdelity of the audio,

etc. Similarly, the qualit ies of inputs and outputs of other kinds of tasks can be quant iÞed in terms of the

precision, accuracy and t imeliness of the inputs and outputs. The parameters used to quant ify qualit ies are

called QoS parameters.

The quali ty character ization of a (mult i-dimensional) result refers to the set of QoS parameters that

quant ify di! erent at t ributes of the result quality. By the syntax of quality characterizat ion, we mean the

typesand numbersof QoSparameters and relat ionship among them. For example, a storm detect ion task may

havetwo output QoSparameters: detect ion rateand falsealarm rate. That there are two typesof parameters,

one parameter of each type, and that they are conßict ing parameters (meaning they cannot be opt imized

simultaneously) are the syntat ical aspects of quality characterizat ion. Furthermore, the di! erent qualit ies

represented by the values of these parameters can be compared according to a part ial order relat ion over

the domains of the parameters. It is possible to specify these aspects in an applicat ion-domain independent

way.
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Figure 2: Another Example Part ial Order Relat ion

Which quality at t ribute is quant iÞed by a QoS parameter and what parameter value represents what

quality are some of the semantics aspects of quality characterizat ion. Again, consider the storm detect ion

task. Figure 1 gives a possible part ial order relat ion for comparison of qualit ies according to the values of

these QoS parameters. According to this part ial order relat ionship, for a given detect ion rate, false alarm

rates less than or equal to 10−3 are equally good, but higher false alarm rates are unacceptable. For any

acceptable false alarm rate, the higher the detect ion rate, the bet ter the quality. This part ial order relat ion

deÞnes a commonly used semant ics, called threshold semantics: the values of some QoS parameters must

fall in an acceptable region of the parameter space, and within this region, qualit ies are compared solely on

the basis of other QoS parameters.

In general, the semant ics of quality characterizat ion is not only applicat ion-domain dependent but also

user dependent . While the part ial order relat ion in Figure 1 may be suitable for a user who wants to evacuate

when there is a storm alarm, a user whose plan will not be a! ected by the alarm can tolerate higher false

alarm rates. For this user, the part ial order relat ion in Figure 2 may be more appropriate. From this
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example, we can see that the same user may want to use di! erent part ial order relat ions at di! erent t imes.

Earlier, we ment ioned that the EPIQ QoS management framework is applicat ion-independent . By this,

we mean that it will provide interfaces and mechanisms to support an applicat ion-independent syntax of

quality characterizat ion and will allow the semant ics of quality characterizat ion to be taken into account

in an applicat ion-independent way. SpeciÞcally, the EPIQ QoS management and resource management

mechanisms should support di! erent t radeo! policies deÞned in terms of semant ics of QoS characterizat ion.

The model of tasks and their QoS characterizat ion described in this report are designed with this object ive

in mind.

2.2 Types of Tasks

It is convenient for us to divide tasks into two broad categories: Þlters (or sieves) and transformers. A

task is a Þlter or a sieve [2] if its purpose is to produce an output that is the same as its input except for

their qualit ies. So, the qualit ies of the input and output of a Þlter can be characterized by the same set

of QoS parameters. The mult imedia t ransmission task ment ioned above is an example. Other examples

include tasks that do image and voice enhancement or data compression/ decompression. A task is a sieve

if its output has a higher quality than its input . For example, a noise reduct ion Þlter that improves the

signal-to-noise rat io of sonar returns is a sieve.

Most tasks encountered in a C3I systems are transformers. The output of a transformer di! ers from its

input ; in part icular, the qualit ies of its input and output cannot be characterized by the same set of QoS

parameters. The collision detect ion task ment ioned above is an example. It s inputs are tracks established

by the tracking tasks, informat ion provided by the authent icat ion task, etc. It s outputs are collision alarms

and commands for evasion. We may measure the input quality in terms of number and accuracy of the

tracks but the output quality in terms of detect ion and false alarm rate, correctness and t imeliness of the

evasion commands, etc. Similarly, a radar signal processing task is a transformer. It s input quality is usually

measured in terms of the signal-to-noiserat io of the radar returns, and its output quality is usually measured

in terms of the numbers of false and missing track records.

The primary focus of most exist ing work on QoS management has been on Þlter tasks. In contrast , the

approach to quality characterizat ion taken by the EPIQ framework will accommodate both types of tasks.

The input and output QoS parameters of a task Tk are, in general, two di! erent sets of parameters, !Q(!ık )

and !Q(!ok ). We denote their values by !q(!ık ) and !q(!ok ), respect ively, and refer to these values as input and

output quali ties of Tk . For the most part of this report , there is no need for us to state speciÞcally what the

input and output parameters (that is, the components of the vectors) are.
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2.3 Reward ProÞle

A task Tk requires resources (including t ime and informat ion) to execute. The amount of resources that

is made available by the system and the user to task Tk is denoted by !rk ; !rk is the resource al location of

the task. In part icular, the value of each element rk ,i of the vector !rk gives the amount of the i-th resource

allocated to the task. We ignore those resources that the task must have Þxed amounts of in order to execute

and resources that are plent iful. Therefore, the fact that the vector !rk is l-dimensional does not mean that

the task requires only l resources; rather, it is only possible to t rade o! output quality of Tk for the amounts

of the l resources accounted for by the resource allocat ion vector of the task.

For the purpose of QoS management , each task Tk is characterized by its reward proÞle, which is a

mapping, Rk , from its input quality and resource allocat ion to its output quality. This mapping is a

funct ion, meaning that every pair of values !rk and !q(!ık ) is mapped to a single output quality !q(!ok ). Hence,

we can write !q(!ok ) = Rk (!rk , !q(!ık )). Figure 3 depicts this mapping. In the following, we omit the subscript

k whenever there is no need for us to be speciÞc about which task we are referring to.

Figure4 givesa simplereward proÞle, which hasbeen used to characterize tasksaccording to the imprecise

computat ion model [2]. In this model, each task T has only one input QoS parameter and one output QoS

parameter. In addit ion to the input quality q(i), the output quality q(o) of the task depends on the amount

t of processor t ime that is allocated to the task. In other words, the resource allocat ion r of the task is equal

to t. (Again, that the resource allocat ion is one-dimensional does not mean that the task requires only the

processor to execute, but rather that the task requires Þxed amounts of other resources, e.g., memory space.)

The best and poorest input qualit ies are denoted by qmax(i) and qmin(i), respect ively. The shaded region in

the (q(i), t)-plane is the infeasible region. The reward proÞle says that the task cannot produce any usable
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Figure 4: Reward ProÞle of An Imprecise Task

output when the input quality falls below qmin(i). Similarly, the task requires a certain minimum amount

of processor t ime to produce an output . This minimum is tmin when the input quality is the best possible

qmax(i) but grows with decreasing input quality. The range of output quality q(o) is [α1, α2]. The reward

proÞle gives the values of q(i) and t with which the task can produce any output quality within this feasible

range. In part icular, within the feasible range, it is possible to maintain the output quality by compensat ing

for a decrease in input quality by an increase in resource allocat ion and vice versa.

Figure 5 depicts a more complex reward proÞle. The task has two input QoS parameters and two output

QoS parameters. There are two resources. The left plot shows the taskÕs input quality space and the right

plot its output quality space. Each dot ted isometric line on the right plot represents the output qualit ies for

which one element of the resource allocat ion !r has a Þxed value (i.e., the amount of one resource allocated to

the task is Þxed) while the value of the other element varies (so, for example, in a three-dimensional plot of

output quality, they would be isometric planes). SpeciÞcally, this Þgure shows that under a range of resource

allocat ionsand for the two input qualit ies shown as black and white circles in the left plot , the task produces

output qualit ies in the black and white enclosed regions in the right plot ; on the right , the exact points in

the output-quality plot depend on the resource allocat ion.

Some tasks do not use as input the results produced by any other task. These tasks are called source

tasks. A source taskÕs output quality is a funct ion of its resource allocat ion only. Source tasks model sensors,
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such as radars, sonars, and cameras, and other input devices. We will return in the next sect ion to discuss

situat ions where one may want to model tasks that have inputs as source tasks.

The EPIQ framework assumes that every ßexible task has a known reward proÞle. The reward proÞle is

either provided by the applicat ion developer, is produced by some tool provided by the system, or is given

by some default funct ion.

The EPIQ framework does not place restrict ions on the behavior of each reward proÞle. However, many

QoS management protocols and resource management schemes assume well-behaved reward proÞles. By

being well-behaved, we mean that they have propert ies such as monotonicity (i.e., the output quality never

decreases when resource allocat ion and input quality increase) and convexity (i.e., the output quality funct ion

is convex or concave or even linear like the reward proÞle in Figure 4).

3 Charact er izat ion of Flexible A ppl icat ions

The reward proÞle of a task provides the values of QoS parameters achievable by the task. It gives an incom-

plete QoS characterizat ion for the purpose of QoS management , especially for end-to-end QoS management .

This and the next sect ions discuss the addit ional informat ion on the desired quality and tradeo! criteria

that is also needed and how this informat ion is provided within the EPIQ model.

3.1 Producer / Consumer Relat ionship

We now consider a set of dependent tasks that form a larger component or the ent ire system. By deÞnit ion,

the larger component is also a task. When it is necessary to dist inguish the ent ire set of tasks from the tasks

in it , we refer to the set as a whole as a composite task.
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The relat ionship among tasks in a composite task can be represented by a directed acyclic graph (DAG),

called the consumer/ producer dependency graph, or simply the dependency graph, of the composite task.

There is a node in the graph for each task in the set , and the node represents the task. An edge from node

Ti to node Tk indicates that task Tk uses the result produced by task Ti . We call Ti a producer of Tk and

Tk a consumer of Ti . The producer/ consumer relat ionship is t ransit ive. So Ti is a producer of Tk if Tk

indirect ly uses the result produced by Ti , and this relat ionship is represented by a path from Ti to Tk in the

dependency graph. The graph in Figure 6 is an example. The subgraph consist ing of all the square nodes

represents a composite task consist ing of Þve tasks Ti for i = 1, 2, 3, 4, and 5.

Also shown are two special types of nodes: source nodes and user nodes. In addit ion to modeling data

sources and end-users, they o! er a means to delimit the ends of end-to-end QoS management .

In the previous sect ion, a source task (represented by a source node) was deÞned as one which does not

use as input the result produced by any task. Generalizing that deÞnit ion, a source node represents a source

task that is not the consumer of any task but is a producer of some task in the composite task. The previous

sect ion gave some examples of source tasks. Besides those examples, a task which can accept only an input

of a Þxed quality can be modeled as a source task. A task whose producers can produce only results of a

Þxed quality can also thus be modeled. In essence, the input quality of a source task, if it uses any input ,

is Þxed. Therefore, from the viewpoint of QoS management , a source task decouples the dependency of the

quality of service of tasks downstream on path from it from that of tasks upstream. It marks the beginning

of a set of tasks whose quality of service are to be managed in an end-to-end manner.

Similarly, a user node represents a user task that is not a producer of any task but is a consumer of at

least one task in the composite task. In addit ion to modeling an end-user, a user task also models the end

of chains of tasks whose quality of service is to be managed in an end-to-end manner. Every composite task

has at least one user task.

In the example in Figure 6, the source and user nodes are depicted by circles labeled by S and U ,

respect ively, indicat ing that they are not in the composite task consist ing of the Þve tasks depicted by

squares. In general, a source and/ or a user task may be a part of the composite task of interest .
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3.2 Value Funct ions

Earlier, the discussion on semant ics of quality characterizat ion ment ioned that we can use a part ial order

relat ion over the domains of the QoS parameters to specify how the qualit ies represented by di! erent values

of QoS parameters are to be compared. Such a part ial order relat ion is given by a value funct ion associated

with each producer/ consumer pair and, hence, each edge in the dependency graph. A value function speciÞes

the QoS semant ics the consumer task places on the values of the QoS parameter achieved by the producer.

We denote by Vi (!q(!ok )) the value funct ion that a consumer task Ti places on the output quality !q(!ok ) of

a producer task Tk . This value funct ion speciÞes how di! erent qualit ies represented by di! erent values of

the QoS parameter are to be compared. Moreover, since Vi (!q(!ok )) = Vi ( !Rk (!rk , !q(!ık ))), the funct ion part ially

speciÞes the consumerÕs desired policy governing the tradeo! between output quality and resource allocat ion

of the producer. In the simplest case where the inverse of this funct ion exists, the resource manager can

easily determine from the inverse funct ion the amount !rk of resources to allocate to the producer. In the

discussion below, we say that Vi (!q(!ok )) is the value funct ion provided by the consumer Ti to the producer Tk

when we need to be speciÞc about the consumer; when there is no need to be speciÞc about the consumer

task, we say that V (!q(!ok )) is a value funct ion of the producer task.

The value funct ion adopted by the imprecise computat ion model is one of the simplest : the larger the

output quality q(o), the bet ter the quality, provided that q(o) is larger than some minimum acceptable

quality qmin(o). To produce this quality, the resource allocat ion of the task must be at least tm when input

quality is qmax(i), and the required allocat ion increases with decreasing input quality. The Þrst port ion of

the task that can be completed with this resource allocat ion is called the mandatory part of the task. The

remainder of the task is called its optional part. The processor t ime required to complete the opt ional part

also becomes larger when the input quality becomes poorer.

This example illust rates the fact that the value funct ion provided by a consumer task to a producer

task can somet imes be deduced from the consumerÕs own reward proÞle. In the case of imprecise tasks, for

example, a consumer cannot produce an acceptable result , no matter how much processor t ime is allocated

to it , if the quality of its input is below qmin(i). This is one way to determine what the mandatory port ion of

the producer task is and the minimum resource allocat ion required by the producer to achieve this threshold

quality.

The part ial order relat ions given by Figure 1 and Figure 2 are, in fact , value funct ions. They give

interpretat ions of the values of QoS parameters. The Threshold plot in Figure 7, is a more general and

two-dimensional depict ion of the value funct ion in Figure 1. In all of the plots in Figure 7, each dot ted line

indicates a contour of equal value. A black region in the QoS parameter space depicts an unacceptable region;
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the QoS parameter values in such a region represent unacceptable qualit ies. A quality may be unacceptable

because it is too poor. In addit ion, a quality may be unacceptable even though it is good. For example,

a receiver unwilling or unable to set aside the t ime and resources needed to process a high quality video

may consider a quality represented by frame rate and resolut ion higher than certain values unacceptable.

Consequent ly, the regions of unacceptable quality may be noncont iguous in the QoS parameter space.

The other valuefunct ions in Figure7 exemplify someof thecommon semant ics of quality characterizat ion.

Each gives a part ial order relat ion over the cartesian product of two QoS parameter domains. Generalizing

them to more than two QoS parameters is st raight forward. Indeed, the following deÞnit ions of the types of

semant ics represented by these value funct ions are in mult i-dimensional terms. For convenience, we speak

as if every QoS parameter is cont inuous. Generalizat ion to the case where some parameters can have only

discrete values isalso straight forward. In the deÞnit ions, relevant QoS parameters refer to those whose values

are considered relevant by the consumer. They are used for comparison of qualit ies. Parameters that are

not relevant parameters can be ignored, and ignoring them may o! er the QoS management more freedom

in tradeo! . Two parameters are said to be in conßict if they cannot be opt imized simultaneously, and they

are compatible if they can be. (Examples of the former are throughput and delay, or average delay and

maximum delay j it ter. Examples of the lat ters are throughput and resolut ion.)

¥ Threshold: According to the threshold semant ics, the quality represented by any combinat ion of values
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of QoS parameters in one subset Q1 is unacceptable whenever the values are in an unacceptable region.

Outside of the unacceptable regions, the value funct ion depends only on values of quality parameters

in the complement subset Q ! Q1. Parameters in Q ! Q1 are usually compat ible.

¥ Positive Enhancement : Theposit iveenhancement semant ics ismeaningful when all theQoSparameters

are compat ible. The qualit ies are compared based on some funct ion of relevant QoS parameters, and

the derivat ive(or di! erence) of the funct ion with respect ive to every relevant QoSparameter is posit ive.

This includethecaseswhere qualit iesarecompared based on a weighted sum (contoursof equal qualit ies

are straight lines), on a product (contours of equal qualit ies are hyperbolas), or on some polynomial of

the relevant QoS parameters. Contours of equal qualit ies measured by a Bayesian object ive funct ion

also have this general shape.

¥ Power Function: A common object ive funct ion to be opt imized when di! erent dimensions of quality

conßict is the power funct ion. For two conßict subsets Q1 and Q2 each containing compat ible param-

eters, the power funct ion is the rat io of some monotonically nondecreasing funct ion of the parameters

in one subset over some monotonically nondecreasing funct ion of the parameters in the other subset .

An example is the rat io of throughput to delay, and consumer wants this power funct ion maximized.

¥ Frontier : According to Front ier semant ics, the contour of constant quality are concave funct ions of

compat ible QoS parameters in the region where the value of every parameter is posit ive.

¥ General Partial Order : The EPIQ framework places no restrict ions on the valuefunct ions. In principle,

a consume task can choose any valuefunct ion to specify itsdesired tradeo! policy. In pract ice, however,

an ill-behaved valuefunct ion can increase thecomplexity of QoSmanagement and reduce therobustness

of the system.

Finally, the value funct ions provided by consumers on a path of a dependency graph may be dependent .

SpeciÞcally, the value funct ion provided by a task to its producers may be dependent on the value funct ion

provided to it by its own consumers. The examples in the appendix will illust rate this fact .

3.3 Composit ion of Value Funct ions

In general, a task may have more than one consumer. Tasks T1 and T2 in Figure 6 are examples. The

tradeo! policy for a task should be based on a composit ion of the value funct ions provided by all of its

consumers. We call the value funct ion provided by each consumer of a task a member value function and

the value funct ion of the task that is generated from the member value funct ions of all of its consumers a

composite value function. The rule used to generate the composite value funct ion is a composition rule.
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Below are examples of composit ion rules. Di! erent composit ion rules gives di! erent QoS semant ics and

tradeo! policies. The deÞnit ions given here are for the case where the producer Tk has only two consumers

Ti and Tj . Generalizing them to the case where there are more than two consumers is st raight forward. The

composite value funct ion is denoted by Vi j (!q(!ok )). The convent ion used below is that the larger the value

the value funct ion, the more sat isÞed the consumer.

¥ Minimum Requirement : According to this semant ics, Vi j (!q(!ok )) is equal to max(Vi (!q(!ok )), Vj (!q(!ok )).

To achieve a sat isfactory value, the producer need only achieve the output quality required by the

most lenient consumer. The unacceptable QoS region according to this composite value funct ion is the

intersect ion of the unacceptable regions according to the member value funct ions.

¥ Maximum Requirement : Alternat ively, Vi j (!q(!ok )) is equal to min(Vi (!q(!ok )), Vj (!q(!ok )). In essence,

the producer task is required to meet the maximum QoS requirements of all its consumers. The

unacceptable QoS region according to the composite value funct ion is the union of the unacceptable

regions according to the member value funct ions.

¥ Average Requirement : The composite value funct ion Vi j (!q(!ok )) = wi Vi (!q(!ok )) + wj Vj (!q(!ok )) may be a

weighted average of the member value funct ions. The weight , wi , associated with each member value

funct ion Vj (!q(!ok )) represents the importance of the consumer task Ti . The unacceptable QoS region

according to the composite value funct ion is the union of the unacceptable regions according to the

member value funct ions.

Many exist ing systems adopt by default the maximum requirement composit ion rule. An example is the

RSVP resource reservat ion protocol [3]. It assumes that every sender (a producer) sends messages of the best

quality demanded by receivers (consumers) in a mult icast group. In response to resource reservat ion requests

from mult iple receivers, the maximum amounts of resources are reserved whenever possible to ensure the

delivery of the best quality demanded by receivers sharing the resources.

The other composit ion rules are more suitable for other applicat ions, however. For example, in a decision

support system, mult iple tasks execute di! erent decision rules to enhance availability. These tasks are

consumers of a database query task. It su" ces for the query task to produce just enough informat ion for one

of the consumer tasks to reach a sat isfactory decision. In this case, the minimum requirement composit ion

rule is applicable.

A system that provides priorit ized services to its users may use the average requirement composit ion

rule. If a very important end user of a mult imedia communicat ion system gives a higher value to a higher

video resolut ion, the system may ignore the fact that other users prefer high frame rates at the expense of
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resolut ion when it is impossible to achieve both high resolut ion and high frame rate. This policy is given by

a composite value funct ion that is a weighted average of the member value funct ions.

4 Tradeo! Pol icy

When the cost of using resources can be ignored, the member value funct ions given by consumer tasks to

a producer task and the composit ion rule applied on them specify the quality/ resource tradeo! policy of

the producer task. As stated earlier, the value funct ion, Vi (!q(!ok )) = Vi ( !Rk (!rk , !q(!ık ))), that a consumer

task Ti places on the output quality of a producer task Tk speciÞes the consumerÕs desired policy governing

the tradeo! between output quality and resource allocat ion of the producer. If the producer has only this

consumer, the resource manager can determine the amount !rk of resources to allocate to the producer based

on this value funct ion. If the producer task has more than one consumer tasks, its composite value funct ion

provides this informat ion.

For some applicat ions, the cost of using resources must be considered when trading o! between result

quality and resource consumpt ion. There are two cases to consider. In the simpler case, the cost of using

every resource is independent of the load on the resource. In this case, the cost of resources can be taken into

account by making the value funct ion of each producer/ consumer pair a funct ion of the cost of resources.

Let !Ci (!rk ) be cost of the resources allocated to the producer task Tk that is charged to the consumer task Ti .

The value funct ion given by a consumer Ti is Vi (!q(!ok )) = Vi ( !Rk (!rk , !q(!ık )), !Ci (!rk )). Similarly, it is possible

to make the composit ion rules depend on the cost of allocated resources.

In general, the cost !Ci (!rk ) of resources allocated to achieve the required quality of service for a task Ti

may depend on the load on some or all resources. In this case, the QoS characterizat ion of each applicat ion

system alone no longer gives su" cient informat ion to guide the QoS/ resource tradeo! of the applicat ion.

The load condit ion on each resource and, hence, indirect ly, the QoS characterizat ion of every applicat ion

system sharing the resource, a! ects this t radeo! as well.

5 Summary

This report describes the model and QoS characterizat ion adopted by the EPIQ framework. Below are the

key elements of the model.

¥ QoS Parameters: The input and output qualit ies of the system as a whole (called a composite task)

and each of its components (called tasks) are quant iÞed by QoS parameters. The input and output
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qualit ies may be given by di! erent QoS parameters.

¥ Reward ProÞle: The reward proÞle of each task is a funct ion over its input QoS parameters and

resource allocat ion. The funct ion gives the values of the output QoS parameters as a funct ion of the

input quality of the task and amounts of resources allocated to the task. The reward proÞle of a task

is a way to deÞne the QoS capability of the task independent of its relat ionship with other tasks.

¥ Value Funct ion: Associated with each producer and consumer pair is a value funct ion. The value

funct ion deÞnes a part ial order relat ion which the consumer uses to compare di! erent output qualit ies

achieved by the producer, i.e., the semant ics of QoS characterizat ion. This funct ion is a general

speciÞcat ion of the QoS requirement of the consumer. Rather than one or several acceptable qualit ies,

the valuefunct ion gives the range of acceptable qualit iesand the consumerÕs preference among di! erent

acceptable qualit ies. The value funct ion used by a consumer depends on its own reward proÞle, as well

as the value funct ions of its consumers.

¥ Composit ion Rule: The composite value funct ion of a producer task is obtained by applying the

composit ion rule of the task to the value funct ions provided by all its consumer tasks. The inverse of

the composite value funct ion gives the resource allocat ion required to achieve di! erent qualit ies as a

funct ion of input quality of the producer, in other words, the informat ion needed to support QoS and

resource management .

The report conÞnes its at tent ion to QoS characterizat ion. Many issues remain to be addressed. An

example is the impact of the characterizat ion on QoS management . Whether composit ion rules are stat ic

(e.g., chosen at design t imeor at conÞgurat ion t ime) or dynamicand which ent ity in thesystem (theproducer,

the consumer(s), the resource manager, or cooperat ively) chooses and applies each rule seriously impacts

the complexity and capability of QoS management . The RSVP protocol is an example of one extreme. The

composit ion rule is Þxed and homogeneous. The underlying network resource manager applies the rule in

response to resource reservat ion requests from all consumer tasks (i.e., receivers). This is analogousto having

the operat ing system (or query processor) apply by default the maximum requirement composit ion rule for

all computat ion and data processing tasks. As a consequence, the resource manager always tries to allocate

to every task su" cient resources and t ime to produce the best quality demanded by all of its consumers.

The choice of stat ic, homogeneous composit ion rules great ly simpliÞes QoS management . This special case

has been the focus of most exist ing work on QoS management .

Some C3I applicat ions demand the other extreme: heterogeneous and dynamic composit ion rules. Such

composit ion rules are tailored to individual producers and consumers and may change dynamically as QoS
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requirements and resource availability change. There are yet no QoS management techniques that are

e! ect ive for this case. Many issues need to be studied. An important one is the compat ibility of the QoS

management architecture with the architecture of the applicat ion system. A QoS management st ructure

e! ect ive for a client / server system may not be e! ect ive for an applicat ion system based on the pipelined

architecture and vice versa. This and other issues in QoS management architecture are discussed in a

companion report that is in preparat ion.
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A ppendix

This appendix describes two examples of ßexible applicat ions. These examples illust rate the di! erent aspects

of QoS characterizat ion discussed in the report .

Example One: D ist r ibut ed V isual Tracker

The Þrst example is a dist ributed visual t racking system that acquires live video from a remote site (possibly

inconvenient or impossible for human intervent ion), sends the video to the local site in real t ime, ident iÞes

at the local site image objects with a certain shape in the video stream, and tracks the movements of the

objects in order to ident ify each of them based on both shape and movement . Figure 8 shows the dependency

graph of such a dist ributed visual t racker.

The surveillance video camera is the only source task. It s output quality is Þxed and is characterized by

QoS parameters such as imageresolut ion, imagesize, luminance, color depth, and framerate. (For simplicity,

we henceforth will speak of resolut ion and frame rate only. It is st raight forward to generalize our discussion

to include other parameters.) The frame acquisit ion task is responsible for grabbing frames from the video
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Figure 8: Task Structure of the Dist ributed Visual Tracking Applicat ion

camera and convert ing the signal into a digital format . This task is a Þlter; its output quality is quant iÞed

by the same QoS parameters used to quant ify its input quality. The output quality of the frame acquisit ion

task (i.e., the values of its QoS parameters) depends on the processing bandwidth and memory allocated at

the remote site to the task. This dependency is given by the reward proÞle of the task.

The frames produced by the frame acquisit ion task are sent through a network to the local site. The

network t ransmission task is also a Þlter. Consequent ly, its output quality is also quant iÞed by image

resolut ion and framerate. The network resources allocated to the transmission task direct ly a! ect the output

quality of the task. In part icular, the reward proÞle of the transmission task says that the output frame

rate and resolut ion increase with resource allocat ion unt il they reach the input frame rate and resolut ion,

respect ively. Thereafter, the output QoS parameter values remain constant as resource allocat ion increases

beyond what is needed to achieve this output quality.

The video stream delivered by the network t ransmission task is the input to the visual t racking task

which analyzes each frame, ident iÞes all objects of a given shape and color, and tracks their movements.

Finally, the ident iÞcat ion task ident iÞes each tracked object from the speed, accelerat ion, and trajectory of

the object . Both visual t racking and ident iÞcat ion tasks are transformers. While the input QoS parameters

the tracking tasks are image resolut ion, frame rate, etc., its output QoS parameters may be track precision,

acquist ion t ime, loss track probability, etc. These are the input QoS parameters of the ident iÞcat ion task,

whose output quality is quant iÞed by the probability of erroreous ident iÞcat ion and the average ident iÞcat ion

t ime.

We now examine the factors that a! ect the choice of the value funct ion, Vtrans(!q(!oacquire)), provided by

the transmission task Ttrans to the frame acquisit ion task Tacquire. In part icular, we use this simple example

to illust rate the dependency of the value funct ion of a task on the QoS requirement of all of its consumer

tasks and the overall system and the impact of the value funct ion on resource management at the remote
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site.

A possible value funct ion Vtrans(!q(!oacquire)) is an increasing linear funct ion of the output QoS parameters.

The semant ic meaning is simply that the larger the value of each QoS parameter, the bet ter. According to

this value funct ion, the resource manager at the remote site should allocate to the frame acquisit ion task as

many resources as possible to make the output frame rate and resolut ion as large as possible, ideally equal

to the input frame rate and resolut ion. A best e! ort allocat ion strategy is appropriate.

Another factor to consider is the QoS requirements of the tracking task, the consumer of the transmission

task. Suppose that the tracking task requires a certain minimum frame rate and resolut ion to ident ify any

shape. This requirement can be speciÞed by an unacceptable region of low frame rates and resolut ions

given by the value funct ion Vtrack(!q(!otrans)). The unacceptable region in the output QoS parameter space

of the transmission task may in turn imply an unacceptable region in its input QoS parameter space, i.e.,

an unacceptable region speciÞed by the value funct ion Vtrans(!q(!oacquire)). (This region is shown in black at

the bot tom and left of Figure 9.) This value funct ion tells the resource manager at the remote site that a

mandatory amount of resources must be allocated to the frame acquisit ion task so it can achieve an output

quality that is acceptable to its consumers. Above the mandatory allocat ion, the resource manager can apply

a best e! ort st rategy to decide how to allocate addit ional resources to the frame acquisit ion task.

On the other hand, suppose that the transmission task is designed to discard frames whenever the input

data rate exceeds a threshold X set by the network. (This can be speciÞed by a reward proÞle where the

values of output QoS parameters reaches a plateau as the bandwidth allocat ion reaches the threshold X.) To

take this limitat ion into account , the value funct ion Vtrans(!q(!oacquire)) should deÞne an unacceptable region
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of quality quant iÞed by combinat ions of frame rates and resolut ions corresponding to bit rates above the

threshold X. (In Figure 9, this is the black region at the upper right hand corner of the QoS parameter

space.) This value funct ion may mean that a upper limit should be placed on the resource allocat ion of the

frame acquist ion task, so that remote resources are not wasted to produce frames that may be discarded by

the transmission task.

Suppose that one way to dist inguish objects of a certain type is by their ability to make sharp turns.

Sharp turns may be not not iceable when the frame rate decreases below a minimum threshold. The userÕs

requirement of a maximum error probability in the ident iÞcat ion of such objects imposes a larger absolute

lower limit Y on the frame rate at the input to the tracking task. Similarly, the user may request that

objects of complex shapes be tracked and ident iÞed. This change in requirement may impose a larger lower

limit Z on the resolut ion. During a network overload, the network bandwidth available to the applicat ion

may be lower than X. The impact of these changes in requirement and resource availability on the value

funct ion Vtrans(!q(!oacquire)) is an enlargement of the unacceptable regions; the enlarged areas are shown in

grey in Figure 9. While the black regions may be determined at design or conÞgurat ion t ime, the grey

areas are determined dynamically. The QoS management framework must provide the necessary mechanism

to facilitate the determinat ion of such changes in local QoS requirement from changes in end-to-end QoS

requirements and in resource availability.

Example Tw o: A ir Survei l lance

The second example is an air surveillance system. This system tracks and ident iÞes aircraft and analyzes

the threat they may pose. The software architecture for this system is shown in Figure 10. The track

database provides a means of communicat ion among tasks. We assume that the quality of its service is

su" cient ly good and Þxed. For this reason, it does not appear in the dependency graph of the system shown

in Figure 11.

The source tasks are sensors. Each signal processing task processes the input data from its sensors and

creates track records. Each track record provides the current posit ion and heading of a potent ial target .

Track records produced by all the signal processing tasks are stored in the track database and are processed

by tracking tasks.

Each track record is examined by one or more tracking tasks to determine whether the record should be

associated with the established track of some exist ing target . A track record is associated with an established

track and the track is updated accordingly if it is possible for the target to be at the posit ion and have the

heading indicated by the track record. A track record that is not associated with an established track is
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considered to represent a new target and a new track is created for it . Finally, an established track that has

not been associated with any new track records for a period of t ime is discarded.

To improveperformance, mult iple t racking tasks, execut ing a di! erent algorithms, may examinethe same

track records. Each tracking task may examine the track records produced by mult iple sensor processing

tasks. For this reason, a signal processing task may have mult iplet racking tasks asconsumers, and a tracking

task may have more than one producer.

The surveillance task examines the established tracks and at tempts to determine what each of them

represents. Some of the tracks represent natural objects, such as ßocks of birds, while others represent

friendly, neutral, or host ile aircraft . Some aircraft are equiped with IFF (ident iÞcat ion friend or foe) systems,

which return signals to the sensors to ident ify themselves. For other t racks, the surveillance task must guess

at thenatureof the aircraft based on thepropert ies of the track. For example, if a target ismoving at subsonic

speeds along a commercial ßight path, it can be tentat ively ident iÞed as a commercial ßight . A target that

is hovering is probably a helicopter. The surveillance task updates the tracks with the ident iÞcat ions that it

produces and generates a display for an end user.

The real-t ime simulat ion task uses the tracks produced by the tracking tasks and the track ident iÞcat ions

created by the surveillance task to predict the possible future paths of the targets. When the tracks are more

accurate (i.e., the uncertainty in the posit ion and velocity of the tracks is low) and the ident iÞcat ion is bet ter

(so that the simulat ion can make use of known ßight characterist ics of the targets), the real-t ime simulat ion

task can produce bet ter predict ions. Finally, the threat analysis task uses the predict ions from the real-t ime

simulat ion and known ground data to evaluate the threat posed by enemy aircraft , and displays vulnerable

posit ions to the user.

Each component of the system is ßexible. Di! erent FFT algorithmsand noise est imat ion algorithmsused

by the signal processing tasks require di! erent t ime and lead to di! erent detect ion rates and precision in the

computed posit ion and heading. (These algorithms must reject unwanted reßect ions from trees and other

ground features, but , as in the storm detect ion example, there is an unavoidable t radeo! : if the reject ion

rate is too low, the task may be fooled by ground clut ter and produce false track records; if the reject ion

rate is too high, the task may ignore valid returns and miss creat ing true track records.)

The complexity of t racking tasks can be high when the surveillance system operates in a congested area,

may encounter man-made electronic noise, and must di! erent iate between friendly and host ile targets and

real targets and decoys. Each tracking task has several t racking algorithms that make di! erent t radeo! s

between their resource requirements and the quality of the results they produce. When the track records

are more precise, t rack associat ion is easier because there are fewer possible correlat ions between the track
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records and the established tracks. This demonstrates ßexible QoS tradeo! : when the signal processing

produces results of lower quality, the tracking task may expend extra resources to compensate for the lower

quality. For both types of tasks, the select ion of algorithms to use is made on a t ime-available basis at

run-t ime.

When a signal processing task has more than one consumer performing track associat ion, the minimum

requirement semant ics is a reasonable composit ion rule for it , because any one of the tracking tasks has the

ability to generate the tracks. On the other hand, a tracking tasksÕconsumers, surveillance task and the

simulat ion task, do not perform replicated funct ions, and for the tracking tasks, the maximum requirement

semant ics is more appropriate.


